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Agent Intelligence in Practice

↺ repeat: call tool → update context → decide next step, until task complete

🗂️
Context

memory · knowledge (RAG)

· workflow (skills)

🧠
LLM

the brain

🔧
Tools
e.g. MCP

⚙ Harness — right context, right time
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Example: Expanding Context with a
Skill

 — given a trial scenario, it designs a group sequential

survival-endpoint trial: boundaries, sample size, multiplicity strategy, and a

simulation-verified report, through a guided Q&A.

Skill structure

Loaded progressively — only pulled into context when the workflow reaches that

step

Output structure

🎥 

Group Sequential Design skill

group-sequential-design/
├── SKILL.md            # Q&A workflow, design steps
├── reference.md        # design rules, spending fns, alpha recycling
├── examples.md         # R code by design pattern
├── post_design.md      # timing checks, verification
└── scripts/
    ├── compute_event_prob.R
    └── gsd_report_template.py

output/gsd_{disease}_{endpoi
├── gsd_design.R
├── gsd_results.json
├── multiplicity_diagram.png
├── gsd_verification.R
├── gsd_verification_log.md
├── gsd_report.py
└── gsd_report.docx

Demo video
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https://github.com/RConsortium/pharma-skills/tree/main/group-sequential-design
https://drive.google.com/file/d/1fW2CuVbp9XLnt1J6DwzsfKOtgABFPZ8t/view?usp=drive_link


Benchmark Run: Evaluating the
Skill

Any technical addition to an agent — skill, tool, workflow — should be

benchmarked with-vs-without, not assumed to help. 

 — overall scorecard (best-with-skill run per scenario):

With Skill Without Skill

Skill wins 16 —

Ties 4 (#3, #21, #60, #113) —

No-skill wins 1 (#139) —

Avg score (excl. #60 trivial) 90% 62%

1 · Does it add
value?

2 · How good with
skill?
90% avg vs. 62% no-skill, at

each scenario's best run

3 · Failure patterns
P0 four-arm, contribution-

of-components design

21 design scenarios, skill vs.

no-skill
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https://github.com/RConsortium/pharma-skills/issues/146
https://github.com/RConsortium/pharma-skills/issues/146


TrialDesignBench
Evaluates whether AI agents can

reproduce or design clinical trial

statistical designs

Benchmark 1 — reproduce, closed-

book with SAP/protocol

Benchmark 2 — design, no SAP, only

context (disease, treatment,

regulatory, sponsor)

🔎 Full workflow spec

Step 1: AI reproduction — set up prompt and rubrics
Select 100 trials across therapeutic areas · For each of 100 trials:

Model Inputs (collected via statistician intake form)

Prompt (eval questions) Rubrics (grading guide)

Provided by human Auto-generated Provided by human

ID Design element Question Q. type Artifact Dimension Criterion Points / Tolerance

P-001 Alpha alloc. Alpha to PFS
Extraction
only

output.json — Alpha to PFS = 0.0125 1pt / exact

P-002 Sample size PFS events
Derivation
required

output.json calc. value PFS events = 412 1pt / ±2

output.json inputs_used
HR=0.75, power=0.80,
α=0.0125, ratio=2:1

1pt / 0.5 partial

output.json method Schoenfeld approx. correctly applied 1pt / correct formula
or method name

output.R reproducibility
R script executes and
reproduces value

1pt / exact number
to the calc value

+
System prompt (auto-generated)

Input format clarification and output format requirements

Step 2: Benchmark 1
One benchmark.json per trial · prompt + rubrics from step 1

Input document
SAP or protocol

closed-book reference
(filename reference)

Prompt
Structured eval questions

extraction + derivation
with null outputs

Rubrics
Criteria, tolerance, scoring

points per question
and dimension

Step 3: Benchmark 2
New trial design for same 100 trials, without SAP

Industry statisticians provide design context and evaluate outputs

Disease setting
Indication, population, unmet need

Treatment landscape
SoC, comparators, prior approvals

Regulatory context
Agency, endpoints

Prior evidence
Phase 1/2, biomarkers

Sponsor context
Portfolio, timelines

+ other context as needed

AI generates new trial design
Evaluated for realism, relevance, feasibility
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https://github.com/BBSW-org/TrialDesignBench/issues/4
http://localhost:8749/assets/benchmark-workflow.svg
http://localhost:8749/assets/benchmark-workflow.svg
http://localhost:8749/assets/benchmark-workflow.svg


Building the Benchmark

1 · Intake form
Statisticians write design

questions, and rubrics for a

trial

2 · Benchmark
review
QA pass on submitted cases

before they enter the
benchmark

3 · Evaluation
framework
Runs models against the

benchmark, scores outputs
against rubricsHuggingFace Space ↗

HuggingFace Space ↗ Built on Harbor ↗
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https://huggingface.co/spaces/trialdesignbench/tdb-intake
https://huggingface.co/spaces/trialdesignbench/tdb-intake
https://bbsw-org.github.io/TrialDesignBench/


Example: Question → Rubric →
Grade

KN189 (KEYNOTE-189), P-004 — derivation question:

"What is the total required number of PFS events at its final analysis based on Lachin and Foulkes'

method for the variance estimation?"

Inputs used
Target HR = 0.7 ✓ +1

Randomization ratio 2:1 ✓
+1

Calculated value
PFS events at IA2 ≈468 ±3

✗ 0

Model derived 472 — out of

tolerance

Method
Fixed design via Lachin-

Foulkes ✓ +2

L-F uses event fractions,

not allocation fractions ✗
0

Model scored 13 / 18 on this prompt
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Where We Are

26 / 100 trials

toward the target benchmark size

We'd love your help. Write a test case — question + rubrics — from a

protocol/SAP you know well or find interesting, and help stress-test AI on real trial

design.
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